The Domain Name System (DNS) is a hierarchical naming system for computers, services, or any resource participating in the Internet. It associates various information with domain names assigned to such participants. Most importantly, it translates human meaningful domain names to the numerical (binary) identifiers associated with networking equipment for the purpose of locating and addressing these devices world-wide. An often used analogy to explain the Domain Name System is that it serves as the "phone book" for the Internet by translating human-friendly computer hostnames into IP addresses. For example, www.example.com translates to 208.77.188.166.

The Domain Name System makes it possible to assign domain names to groups of Internet users in a meaningful way, independent of each user's physical location. Because of this, World-Wide Web (WWW) hyperlinks and Internet contact information can remain consistent and constant even if the current Internet routing arrangements change or the participant uses a mobile device. Internet domain names are easier to remember than IP addresses such as 208.77.188.166(IPv4) or 2001:db8:1f70::999:de8:7648:6e8 (IPv6). People take advantage of this when they recite meaningful URLs and e-mail addresses without having to know how the machine will actually locate them.

The Domain Name System distributes the responsibility for assigning domain names and mapping them to Internet Protocol (IP) networks by designating authoritative name servers for each domain to keep track of their own changes, avoiding the need for a central register to be continually consulted and updated.

In general, the Domain Name System also stores other types of information, such as the list of mail servers that accept email for a given Internet domain. By providing a world-wide, distributed keyword-based redirection service, the Domain Name System is an essential component of the functionality of the Internet.

Other identifiers such as RFID tags, UPC codes, International characters in email addresses and host names, and a variety of other identifiers could all potentially utilize DNS [1].

The Domain Name System also defines the technical underpinnings of the functionality of this database service. For this purpose it defines the DNS protocol, a detailed specification of the data structures and communication exchanges used in DNS, as part of the Internet Protocol Suite (TCP/IP). The context of the DNS within the Internet protocols may be seen in the following diagram. The DNS protocol was developed and defined in the early 1980s and published by the Internet Engineering Task Force (cf. History).

The practice of using a name as a more human-legible abstraction of a machine's numerical address on the network predates even TCP/IP. This practice dates back to the ARPAnet era. Back then, a different system was used. The DNS was invented in 1983, shortly after TCP/IP was deployed. With the older system, each computer on the network retrieved a file called HOSTS.TXT from a computer at SRI (now SRI International)[2]

 HYPERLINK "http://en.wikipedia.org/wiki/Domain_name_system" \l "cite_note-2" \o "" [3]. The HOSTS.TXT file mapped numerical addresses to names. A hosts file still exists on most modern operating systems, either by default or through configuration, and allows users to specify an IP address (eg. 208.77.188.166) to use for a hostname (eg. www.example.net) without checking DNS. Systems based on a hosts file have inherent limitations, because of the obvious requirement that every time a given computer's address changed, every computer that seeks to communicate with it would need an update to its hosts file.

The growth of networking required a more scalable system that recorded a change in a host's address in one place only. Other hosts would learn about the change dynamically through a notification system, thus completing a globally accessible network of all hosts' names and their associated IP Addresses.

At the request of Jon Postel, Paul Mockapetris invented the Domain Name system in 1983 and wrote the first implementation. The original specifications appear in RFC 882 and RFC 883. In November 1987, the publication of RFC 1034 and RFC 1035 updated the DNS specification and made RFC 882 and RFC 883 obsolete. Several more-recent RFCs have proposed various extensions to the core DNS protocols.

In 1984, four Berkeley students—Douglas Terry, Mark Painter, David Riggle and Songnian Zhou—wrote the first UNIX implementation, which was maintained by Ralph Campbell thereafter. In 1985, Kevin Dunlap of DEC significantly re-wrote the DNS implementation and renamed it BIND—Berkeley Internet Name Domain. Mike Karels, Phil Almquist and Paul Vixie have maintained BIND since then. BIND was ported to the Windows NT platform in the early 1990s.

BIND was widely distributed, especially on Unix systems, and is the dominant DNS software in use on the Internet.[4] With the heavy use and resulting scrutiny of its open-source code, as well as increasingly more sophisticated attack methods, many security flaws were discovered in BIND. This contributed to the development of a number alternative nameserver and resolver programs. BIND itself was re-written from scratch in version 9, which has a security record comparable to other modern Internet software.

ROOT


A root name server is a DNS server that answers requests for the DNS root zone, and redirects requests for a particular top-level domain (TLD) to that TLD's nameservers. Although any local implementation of DNS can implement its own private root name servers, the term "root name server" is generally used to describe the thirteen well-known root name servers that implement the root namespace domain for the Internet's official global implementation of the Domain Name System.

All domain names on the Internet can be regarded as ending in a full stop character e.g. "www.example.com.". This final dot is generally implied rather than explicit, as modern DNS software does not actually require that the final dot be included when attempting to translate a domain name to an IP address. The empty string after the final dot is called the root domain, and all other domains (.com, .org, .net, and so on) are contained within the root domain.

When a computer on the Internet wants to resolve a domain name, it works from right to left, asking each name server in turn about the element to its left. The root name servers (which have responsibility for the . domain) know which servers are responsible for the top-level domains. Each top-level domain (such as .com) has its own set of servers, which in turn delegate to the name servers responsible for individual domain names (such as example.com), which in turn answer queries for IP addresses of subdomains or hosts (such as www).

In practice, most of this information does not change very often and gets cached, and necessary DNS lookups to the root nameservers are relatively rare. A survey from 2003 [1] found that only 2% of all queries to the root servers were legitimate. Incorrect or non-existent caching was responsible for 75% of the queries, 12.5% were for unknown TLDs, 7% were for lookups using IP addresses as if they were domain names, etc. Some misconfigured desktop computers even tried to update the root server records for the TLDs, which is incorrect. A similar list of observed problems and recommended fixes can be found in RFC 4697.

There are currently 13 root name servers specified, with names in the form letter.root-servers.net, where letter ranges from A to M. (Seven of these are not actual single servers, but represent several physical servers each in multiple geographical locations; cf. below.):

	Letter
	IPv4 address
	IPv6 address
	Old name
	Operator
	Location
	Software

	A
	198.41.0.4
	2001:503:ba3e::2:30
	ns.internic.net
	VeriSign
	Dulles, Virginia, U.S.
	BIND

	B
	192.228.79.201
	2001:478:65::53
	ns1.isi.edu
	USC-ISI
	Marina Del Rey, California, U.S.
	BIND

	C
	192.33.4.12
	
	c.psi.net
	Cogent Communications
	distributed using anycast
	BIND

	D
	128.8.10.90
	
	terp.umd.edu
	University of Maryland
	College Park, Maryland, U.S.
	BIND

	E
	192.203.230.10
	
	ns.nasa.gov
	NASA
	Mountain View, California, U.S.
	BIND

	F
	192.5.5.241
	2001:500:2f::f
	ns.isc.org
	ISC
	distributed using anycast
	BIND

	G
	192.112.36.4
	
	ns.nic.ddn.mil
	Defense Information Systems Agency
	Columbus, Ohio, U.S.
	BIND

	H
	128.63.2.53
	2001:500:1::803f:235
	aos.arl.army.mil
	U.S. Army Research Lab
	Aberdeen Proving Ground, Maryland, U.S.
	NSD

	I
	192.36.148.17
	2001:7fe::53 (testing)
	nic.nordu.net
	Autonomica
	distributed using anycast
	BIND

	J
	192.58.128.30
	2001:503:C27::2:30
	
	VeriSign
	distributed using anycast
	BIND

	K
	193.0.14.129
	2001:7fd::1
	
	RIPE NCC
	distributed using anycast
	NSD

	L
	199.7.83.42 (since November 2007; was 198.32.64.12)[2]
	2001:500:3::42
	
	ICANN
	distributed using anycast
	NSD

	M
	202.12.27.33
	2001:dc3::35
	
	WIDE Project
	distributed using anycast
	BIND


Older servers had their own name before the policy of using similar names was established.

No more names are added because of limitations in the original DNS specification, which specifies a maximum packet size of 512 bytes using the User Datagram Protocol(UDP).[3] This restriction existed because the minimum IP packet size that was required to be transmitted without fragmentation was 576 bytes. The DNS priming exchange is getting close to 512 bytes.[4] However, the C, F, I, J, K, L and M servers now exist in multiple locations on different continents, using anycast address announcements to provide decentralized service. As a result most of the physical, rather than nominal, root servers are now outside the United States.







End of 2006 the total amount of root nameservers including Anycast servers was 123.

There are also quite a few alternative namespace systems with their own set of root nameservers that exist in opposition to the mainstream nameservers. The first, AlterNIC, generated a substantial amount of press. See Alternative DNS root for more information.

Root name servers may also be run locally, on provider or other types of networks, synchronized with the US Department of Commerce delegated root zone file as published by ICANN. Such a server is not an alternative root, but a local implementation of A through M.

As the root nameservers function as an important part of the Internet, they have come under attack several times, although none of the attacks have ever been serious enough to severely hamper the performance of the Internet.
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ROOT

There are thirteen root servers that are authoritative for queries to the global DNS root zone. The root servers hold the list of addresses for the authoritative servers for the top-level domains. Every name lookup must either start with an access to a root server, or use information that was once obtained from a root server.

The root servers have the official names a.root-servers.net to m.root-servers.net. However, to look up the IP address of a root server from these names, you must first be able to look up a root server, to find the address of an authoritative server for the .net DNS zone. Clearly this creates a paradox, so the address of at least one root server needs to be known by a host in order to bootstrap access to the DNS system. This is usually done by shipping the addresses of all known root DNS servers as a file with the computer operating system: the IP addresses of some root servers will change over the years, but only one correct address is needed for the lookup process to complete. This file is called named.cache in the BIND nameserver reference implementation and a current version is officially distrubuted by ICANN's InterNIC website.[1]
Once the address of a single functioning root server is known, the rest of the DNS information can be discovered recursively, and the address of any machine on the Internet can be looked up.

An additional level of redundancy is provided by the fact that a single root server name, and its corresponding IP address, may correspond to many physical servers around the world, using a method called anycast addressing.

